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I. INTRODUCTION 
 

With healthcare expected to consume about 20% of America’s gross domestic 
product within the next few years, there has been substantial recent interest in controlling 
cost escalations (Borger et al., 2006). This has led to novel management strategies, 
including network tiering and performance-based pay. The economic profiling of 
physicians is a core issue here. This is not surprising, as physicians determine where a 
very large portion of preventative and treatment expenditures occur, whether in 
professional salaries, drug therapy, hospital stays, or advanced diagnostic techniques. 
 

A variety of approaches have been developed to facilitate economic profiling. 
They include tools like Episode Treatment Groups (ETGs) (Ingenix, 2006), Diagnostic 
Cost Groups (Ash et al., 1997), Johns Hopkins Adjusted Clinical Groups (Starfield et al., 
1991), and Episode-Risk Groups (Ingenix, 2006). None of these approaches is necessarily 
better than the others; they simply serve different purposes. Episode-of-care methods are 
particularly good for profiling specialists, and have received a lot of attention for this 
purpose during the past decade. 
 

A number of national organizations have been developing standardized profiling 
recommendations based on episodes-of-care, specifically ETGs. They include a 
consortium from the Ambulatory Care Quality Council (AQA) of the National 
Committee for Quality Assurance (NCQA). The Agency for Healthcare Research and 
Quality (AHRQ) sponsored a national conference on efficiency measurements in May, 
2006, and, most recently, the National Quality Forum (NQF) has proposed creation of a 
technical advisory committee to develop national standards of efficiency measurement. 
 

In addition to these national organizations, other groups like healthcare plans and 
state agencies have been active in adopting methods for profiling with ETGs. The care-
focused purchasing initiative led by Mercer Consulting Corp. and several large 
employers, for instance, stated that it seeks to `adopt from existing sources a set of 
standardized performance measures of quality and efficiency for hospitals and 
physicians’ (Mercer, 2006). The high-profile Integrated Healthcare Association of 
California has indicated its intention to include efficiency measures as part of its pay-for-
performance program (Colwell, 2005). Another example is the state of Massachusetts 
Group Insurance Commission’s requirement that its health plans provide tiered specialty 
networks based on quality and efficiency (GIC, 2007). 
 

Early on, the use of ETGs for profiling was done largely for educational purposes. 
But more and more this profiling has become consequential to physicians’ practices, 
often determining their rates of financial compensation. It has therefore become crucial 
that we have a good understanding of both the advantages and limitations of the various 
profiling techniques available. There are a variety of such techniques, and common to 
them all is the notion of outliers---data that are extreme enough that they must be treated 
separately from the “regular” data lest the pattern of these data be distorted. The first 
approach to outlier definition was in fact proposed by the developers of ETGs (Symmetry 
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Health Data Systems). They employed Tukey’s “robust” method of data analysis. (Tukey, 
1977). In this approach low outliers are defined as being less than the 25th percentile (first 
quartile) minus 1.5 times the difference between the 75th (third quartile) and 25th 
percentiles. High outliers are defined as the 75th percentile plus this difference. But the 
ETG developers abandoned Tukey’s approach early on, as it frequently led to negative 
cost values for the low outliers. A variety of other methods have subsequently been 
developed, but unfortunately they tend to be consensus-based, rather than evidence-
based. They furthermore are largely proprietary, and are therefore not usually discussed 
in the open literature. 
 

Thomas et al.’s methods are the chief exception. Among other issues of profiling, 
they investigated the symmetric choices of outlier thresholds at the 2nd and 98th, the 5th 
and 95th, and the 10th and 90th percentiles of the cost distribution (Thomas, Grazier, and 
Ward, 2004, Thomas, 2006, Thomas and Ward, 2006). Based on specificity and 
sensitivity evaluations, they concluded that the 2nd and 98th percentiles were the best 
choice, but they were quick to point out that their studies were based on just one data set. 
With large national organizations currently poised to adopt specific outlier threshold 
definitions, it is essential that further, complementary studies be published. Here we 
report such studies. Using three diverse data sets we performed clinical validity and 
stability evaluations of Thomas et al.’s threshold choices to complement their sensitivity 
and specificity studies. We also investigated Tukey’s thresholds and ones we derived 
from Tukey’s approach.‡ Our thresholds involved using fractions of the 25th and 
multiples of the 75th percentiles. Recommendations are provided based on our findings. 
 
 

II. NATURE OF OUTLIERS 
 

 
Before going on to discuss our methods and results, it is essential that we briefly 

review the nature of outliers within the context of ETGs. The first issue to consider is the 
origin of the cost variations within particular ETGs. ETGs combine patients with similar 
diagnosis codes into single categories. The ETG developers tried to have a `manageable 
number of groups’ (Dang, Pont, and Portnoy, 1996a, 1996b). The original release of 
ETGs had 558 episode groups, and this number has since grown to 866 (Ingenix, 2006). 
Over 15,000 different ICD-9 codes have thus been merged into less than 900 categories. 
There is thus some amount of diversity within each ETG. The one for `minor 
inflammation of the skin and subcutaneous tissue’ has several different disorders, 
including acne and rosacea, for example. 
 

                                                 
‡ We chose not to treat the methods proposed by the Leapfrog Group and Bridges to 
Excellence. These methods’ usefulness is heavily reliant on the data being symmetric, 
and we know in practice that healthcare data tend to be strongly asymmetric. Furthermore 
the originators of these methods appear to have advocated their use primarily in situations 
where third-party cutoffs were not available (Leapfrog/Bridges to Excellence, 2004, p. 
18). 
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Even within a particular diagnosis, there is often considerable variation in 
severity. Consider acne, for instance. Some adolescents have routine cases of pimples 
which require only over-the-counter topical ointments, or relatively inexpensive 
prescriptions like retinoic acid. Others have rather disfiguring skin conditions that can 
require costly treatment. The price of treating two patients for the same ailment can 
therefore differ substantially for reasons that have absolutely nothing to do with 
physicians’ practice policies. 
 

Another clinical issue is that ETG categories can include rare diseases along with 
more common ones. For instance, legionaire’s disease is included with pneumonia in the 
ETG for bacterial lung infections. The creators of the ETG methodology presumed that 
these rare diseases would end up being labelled high cost outliers, and therefore would be 
handled separately from regular episodes in efficiency analyses. 
 

Episodes with implausibly low costs can also occur---an acute myocardial 
infarction (MI) costing less than $300, for example, or an episode of cancer totaling 
under $100. Such episodes are much more common in actual claims records than might 
be expected, and they have a variety of origins. The acute MI could be an example of a 
“rule-out” diagnosis. Here the physician would eliminate the episode as really being an 
acute MI, but code it as one anyway, since this was the infliction originally suspected. 
The cancer episode might represent follow-up care for a person with a history of a certain 
type of cancer. If such episodes are included in efficiency analyses the same way that 
“legitimate” episodes are, then a physician’s score can be skewed, along with that of his 
or her peers. 
 

A final clinical consideration is simple error. Most electronic claims start as paper 
bills. They may be converted to electronic bills by a billing service or a claims 
clearinghouse. Even the most conscientious data entry professionals will make errors on 
occasion, leading to artificially low or high costs. 
 

Statistically, outlier episodes represent a different kind of problem. They 
compromise the reliability of results. A single outlier can have a strong influence on a 
physician’s efficiency score. A single $40,000 episode of pneumonia could severely skew 
a physician’s profile if it were to be included along with a small number of pneumonia 
episodes. This has the effect of unfairly making a physician look inefficient when he or 
she was simply providing the care required for the welfare of a particularly sick patient. 
 

The problem is compounded with repeated efficiency calculations. In a 
subsequent round of efficiency calculations, that $40,000 episode might be absent from 
those used to calculate the physician’s profile because it is too old. The physician’s 
efficiency rating would then change for reasons that have nothing to do with how he or 
she practices medicine. 

 
III. DATA AND METHODS 
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With the nature of outliers now briefly discussed we can go on to treat our data 
and methods. Our three data sets were arbitrarily labelled “A,” “B,” and “C.” Set A was 
for a physician organization plan in a northeastern state and contained about 600,000 
covered lives. Set B was for a Hartley-Taft union health and welfare plan in a single 
southwestern city; it covered around 100,000 lives. The last set---set C---was for a large 
midwestern PPO model health plan.  This database contained about 1.2 million members. 
All three sets spanned 36 month periods and were relatively recent, starting no earlier 
than 2002 and ending no later than 2006. The sets contained a mixture of pharmacy and 
medical data. Database B contained pharmacy data for all members,  but databases A and 
C had pharmacy claims only for some members.  For them it was impossible to determine 
which members had drug benefits and which did not.  All three datasets had accurate 
pricing information reflecting the actual fee schedules for their respective organizations, 
and we made no attempt to standardize these fees either within the databases or across the 
databases.  All episodes were complete, and there were no capitations. A summary of the 
sets’ characteristics is provided in Table I. 

 
INSERT TABLE I AROUND HERE. 

 
 We used version 5.2 of the ETG software to group each of our datasets. To reduce 
the risk of “operator error” with this software, each database was prepared by a different 
person.  Databases A and B were grouped by different staff members within our 
organization.  Both these individuals had extensive experience with the ETG software.  
Database C was grouped by someone outside our organization who also had extensive 
experience with the software. We considered those episodes that were identified by the 
ETG grouper as having a "clean start" and "clean finish" along with those identified by 
the grouper as "full year episodes."  These were episodes of types 0 through 3. 
  

With the grouping completed, we next used version 9.2 of the STATA software 
package to extract monetary values for various outlier thresholds from each dataset 
(StataCorp, 2005). We employed the threshold values advocated by Thomas et al. along 
with those espoused by Tukey so that we could compare their two different approaches; 
we furthermore considered the approach we derived from Tukey’s. 

 
The first part of our study was purely qualitative. We examined the monetary 

values of the various outlier thresholds for face value validity. Doing this for each 
individual ETG would lead to a dauntingly large amount of information that would only 
obfuscate the trends and differences apparent among ETGs of different types. We 
therefore pared the ETGs that we examined down to a list of six for this part of our study. 
This list was chosen in advance of any analysis, and was deliberately balanced to provide 
a wide variety of ailments: minor acute diseases, intermediate-severity maladies, and 
major conditions. A detailed accounting of them is given by Table II. 

 
INSERT TABLE II AROUND HERE. 

 
Next, we turned our attention to a more quantitative aspect of the data---the 

stability of the outlier thresholds over time.  Stability relates directly to what statisticians 
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term reliability. If the outlier thresholds were to change over time, then the results of  
profiles based on them would reflect differences in these thresholds, in addition to 
changes in physician performance. It is the latter issue that we wish to isolate. To 
accomplish this we need to have outlier thresholds which are stable over time. Often this 
is impossible, so at the very least we should employ a scheme that minimizes the 
temporal variation in outlier thresholds. The 25th and 75th percentiles tend to be very 
stable compared to more extreme percentiles, and this in fact was a large part of the 
motivation for Tukey’s choice of them. 

 
There are many different methods that can be used to assess reliability.  The one 

we employed was the split-half approach (Jaeger, 1990, p. 90). We chose it for several 
reasons: first, split-half studies are unaffected by changes in the way the ailments are 
treated over time.  This is important because it eliminates the possibility that the cost 
thresholds could be influenced by new technological developments or any other 
extraneous changes in the data.  Next, the split-half method is familiar to many people, 
since it is employed in a variety of disciplines in the social, biological, and physical 
sciences. Finally, this method is not only easy to understand but is also easy to implement 
computationally. 

 
The method works by randomly assigning all cases to one of two groups, or 

“halves.”§ We then compute some test statistic---in our case the monetary value of an 
outlier threshold---for each half . Once this is done the test statistics for the two halves 
are compared with each other. Differences from one half to the next indicate instability---
the larger the difference, the greater the instability. We continued using version 9.2 of 
STATA to implement our split-half analysis. Split-half assignments were carried out with 
STATA’s built in pseudo-random number generator. This generator does not seed itself 
from a random source, so we seeded it from random number tables published by the 
National Institutes of Science and Technology (formerly called the National Bureau of 
Standards) (Ambramowitz and Stegun, 1965, pp. 991-5). 
 

IV. DISCUSSION OF RESULTS  
 

Since clinical validity and statistical instability are separate aspects of our 
analysis, we discuss them separately from each other. We start by treating clinical 
validity. We treat the outlier definitions proposed by Tukey and by Thomas et al. 
independently of each other; then we go on to discuss those we derived from Tukey’s 
approach. After this we go on to discuss statistical instability. 

 
a. Clinical Validity 

 
Tables III through V show low outliers computed by Tukey's approach for the 

three different datasets. The results here are particularly problematic.  Without exception, 

                                                 
§ The number of episodes in each half may not be equal. But in the limit that the number 
of episodes becomes large, the numbers in each half will become arbitrarily close to each 
other if the assignment process is truly random. 
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the thresholds have  negative values.  The net effect of using Tukey's approach would be 
to define no episodes at all as low outliers.  Our findings here mimic those of the ETG 
grouper’s creators, who abandoned Tukey’s methodology for use with defining low 
outlier thresholds. 

 
INSERT TABLES III THROUGH V AROUND HERE. 

 
We see that in database A Tukey's robust method flagged between 1 and 15% of 

all episodes as high outliers across the six ETGs.  In database B, it excluded between 2 
and 12% of all episodes as high outliers, while in database C this method marked 
between 3 and 14% of the episodes as high outliers.  Tukey’s method thus excludes a 
relatively large number of episodes. The variation in outlier thresholds between databases 
is problematic. There are some instances where the costs vary by more than double. 
Evidently there is a clinical difference in the types of episode here among the three 
databases. Again we see problems with the direct use of Tukey’s methods, just as the 
developers of the ETG methodology did. 
 

Using the 2nd, 5th, and 10th percentiles---the ones advocated by Thomas et al.---
also leads to problems.  We can see this by referring to Tables VI through VIII. All 
conditions have values that lack believability, but this is particularly true for higher 
severity conditions.  For example, the 2nd percentile cost for acute MI was under $110 in 
all three databases.  Also troubling is that the 2nd percentile values for all six ETGs are 
very close to each other.  In all cases, the 2nd percentile costs come in at less than $150.  
We expect the low outlier thresholds for high-severity conditions to be much greater than 
those for the routine conditions typically treated in a physician's office, but our findings 
do not show this.  In two of the databases, the 2nd percentile cost for acute MI is, in fact, 
even less than the 2nd percentile cost for routine examinations. 

 
INSERT TABLES VI THROUGH VIII AROUND HERE. 

 
We suspect that the problem may stem largely from rule out diagnosis coding. 

Here the cost of the episodes becomes very low not because the cost of treating the illness 
is low, but due to an artifact of ICD-9 coding---the low outlier episodes are clinically 
different from the non-outlier episodes. This has especially important implications.  If the 
low outlier thresholds do not exclude rule outs, then physicians who use rule out coding 
will appear to have a lower cost per episode than physicians who do not. Of course rule-
out coding is not the only possibility for the unreasonable cost values we see; we 
indicated others previously. 

 
The 5th and 10th percentile values for low outliers seem to be not quite so 

unreasonable, but they still lack face validity in many cases.  Neither CVAs nor acute 
MIs have low outlier thresholds at the 5th percentile above $300 in any of the three 
databases. There is more variation between the minor conditions and the major ones at 
the low outlier thresholds than before, but range of cost still remains concerning. We also 
see problems when we compare the cost values for these percentiles to those for the 
medians. The ratio of the median cost episode to the 10th percentile episode generally 
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falls between two and four for the minor conditions.  With the major illnesses, the ratios 
of median cost to 10th percentile cost are much greater.  CVAs have a ratio between 8 and 
12, while acute MIs have a ratio between the 14 and 35.  This is troublesome because a 
single relatively low cost episode for these major conditions could have a major impact 
on the overall efficiency score for a physician.  A single $200 acute MI would carry more 
weight in the profiling process than dozens of cases of acute sinusitis that were so poorly 
managed that they were double or even triple the normal cost. This would erroneously 
improve the rating of an inefficient physician by a substantial amount. More importantly 
it would lead to a de-valuation in the performance rating of efficient physicians, since 
they are most commonly rated relative to their peers. 
 
Examining Thomas et al.’s suggestions for high outlier thresholds, we see that the 98th 
percentile values tend to vary more from database to database than those determined by 
Tukey's method.  The cost thresholds indicated clearly qualify as high outliers in most 
cases, but they may in fact be too high.  It is questionable, for example, if the $1009 
episode of acute sinusitis in data set C should genuinely be called a high outlier. To attain 
such a cost the patient would likely need to have some form of advanced imaging study 
and specialist care. But if this were the case then would the condition truly be an acute, 
minor one? The 98th percentile value in databases A and B are even higher than this. The 
95th percentile values have many of the same issues as 98th percentile values, but with 
less severity. 

 
Next we consider the 25th and 75th percentiles. The 25th percentile has a much 

greater range from the lowest cost conditions to the highest cost conditions than any of 
the other low percentile thresholds. It also has more consistent values among the 
databases than the more extreme low percentiles. For our datasets its values were 
unfortunately too high to use as outlier thresholds. But this does not preclude its use as 
the basis for some alternative definition of a low outlier threshold. In fact, employing 
some fraction---perhaps 1/3 or ½---of it appears particularly appealing, since the first 
quartile has the advantages that it better represents the variability in cost among the minor 
and severe episodes, and reflects a part of the cost distribution not likely to be dominated 
by rule out diagnoses. In a real application the user would most likely choose the 
fraction’s value based on both the data set and the ETG in question. The 75th percentile is 
similar. It has the proper variation in cost, and is furthermore not too extreme. Its values 
are perhaps not high enough to use for outlier definition, but there would appear to be no 
objection to using some multiple of these values for this definition. A value of two or 
three might well be appropriate for this multiple, but again the exact choice would 
depend on the data under consideration. 

 
b.  Stability 

 
Another concern in the definition of outlier thresholds is their stability.  If the 

thresholds were to change, then an episode could be classified as an outlier in one set of 
physician profiles but treated as a non-outlier in the next set.  Trimming this outlier from 
the analysis would lead to a relatively large change in an efficiency score.  The change 
would become less pronounced if an outlier cost were to be truncated or “Winsorized.” 
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(With truncation, the episode would be included in both sets of profile calculations, but it 
would be treated as though it had a different cost in each profile.)   Confounding 
influences like these are undesirable in efficiency calculations. 

 
Our treatment of stability differed from our treatment of clinical reliability in that 

the former covered all the ETGs that the grouper supports, not just a selected list. The 
results are presented in Figures 1 through 6, which contain “box-and-whisker” plots of 
the results. On the vertical axes of these figures lie the cost percentiles. Across the 
horizontal axes we have the variability in cost from one half to the next. This variability 
is shown in decimal form, so that a variability of 25% would be 0.25. The boxes bracket 
the first and third quartiles, and have lines inside them indicating the medians. The 
whiskers show the outlier thresholds as defined by Tukey’s methods. 

 
The results from the previous section show that Tukey’s method produces 

nonsensical values for low outlier thresholds. There is thus no reason to consider them 
further. We also found clinical objections to the use of the high outliers, obviating their 
further detailed consideration. But we do note that the stability of these outliers is on the 
order of the sum of the stabilities of the 25th and 75th percentiles.** 

   
Figures 1, 2, and 3 show the change in low outlier thresholds in databases A, B, 

and C, respectively. We see that the more extreme percentiles are generally more 
unstable than the less extreme percentiles.  Particularly concerning is the instability in the 
2nd percentile.  In all three databases, the 2nd percentile differed by more than 25% from 
one split-half to the other in the over several hundred ETGs.  As we move from the 2nd to 
the 5th to the 10th to the 25th percentile, the percent change drops substantially, indicating 
more reliable outlier thresholds.  The 25th percentile has only half the percent change that 
one observes in the 2nd percentile, making it a much more reliable, stable basis for 
defining outliers. As we would expect there is a clear relationship between the size of the 
data and the stability; the larger the data set the higher the stability---regardless of the 
choice of threshold. 

 
INSERT FIGS. 1 THROUGH 3 AROUND HERE. 

 
The high outliers are shown in Figs. 4, 5, and 6. They do not generally vary as 

much, on a percentage basis, as the low outliers. Again, the 75th percentile is more stable 
than the more extreme points on the distribution, just as we would expect.  There is less 
compelling evidence in these data to suggest that one threshold is substantially better than 
another, but the evidence would lead one to reasonably prefer using the third quartile as 
the basis for defining high outliers over more extreme values. We can show 
mathematically that stabilities for a fraction or a multiple of a percentile are the same as 
that for the percentile itself. Methods based purely on a fraction of the 25th percentile or a 
multiple of the 75th therefore have the same stabilities as the 25th and 75th percentiles, 

                                                 
** We do not exhibit the formula for the stability here. Nonetheless it is not hard to 
derive, employing only elementary mathematical techniques (Swokowski, 1983, Chapt. 
16). 
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respectively.†† Again we see that large data sets tend to have more stability, regardless of 
which threshold we examine. 

 
INSERT FIGS. 4 THROUGH 6 AROUND HERE. 

 
V. CONCLUSION 

 
Thomas et al. made an important contribution to improving the approaches used 

for profiling physicians economically by publishing sensitivity and specificity studies of 
different choices for outlier thresholds for claims data analysis. Our research 
complements theirs by evaluating outlier choices from the viewpoints of clinical validity 
and of statistical stability with multiple data sets. Both their investigations and ours are 
especially timely because several large organizations are now considering which choices 
of outlier definitions are the best for standardized economic profiling. 

 
Our analyses indicate that despite the natural appeal of symmetric choices of 

outlier thresholds, such choices may not be the optimal ones. We saw that the origin of 
this is the frequent skewing of the claims data towards the low end of the cost spectrum. 
After examining the data from a clinical viewpoint, we found that the use of rule-out 
diagnoses may be a prime candidate for this skewing. There are likely other causes 
underlying the skewing, including simple coding error. It is possible to correct for 
problems like these to a limited extent by tracing the electronic claims data back to the 
original paper charts. But conducting the necessary chart reviews to do this is both a 
practical and financial impossibility for most organizations. Furthermore, even after 
correction for problems like these we will likely find in many cases that the data still have 
substantial skew. To provide optimal results, our analysis methods need accommodate 
asymmetry in the data, whatever its origin happens to be. 

 
Both the use of Tukey’s robust method and the percentiles advocated by Thomas 

et al. yielded problematic results at the low end. In addition to obvious difficulties with 
costs less than zero, issues arose about clinical reasonableness. This was compounded by 
our finding that extremely low percentiles are much less stable than those nearer to the 
median. The high end of the cost spectrum had similar problems, but they were not nearly 
as pronounced. The more extreme high percentiles exhibited less clinical validity and 
stability than those nearer the median, but not by a terribly large amount. 

 
With these issues in mind, we believe that low end outlier thresholds should not 

be based on Tukey’s robust method, or the percentiles espoused by Thomas et al. The 
25th percentile is a superior choice from a cost variation and stability viewpoint, so we 
recommend that some fraction of it be used for low outliers. As we indicated, the specific 
choice of fraction would be determined by considering what cost values are reasonable 
for the data and ETGs under consideration. Using the cost of a single office visit as a 
marker, we have found that values abound ½ are frequently quite suitable. Claims costing 

                                                 
†† Again we do not exhibit or prove the formulas. They can be found by appealing to 
elementary techniques (Swokowski, 1983, Chapt. 3). 



11 

less than an office visit are then treated as outliers. This seems reasonable from a clinical 
viewpoint, and is in fact what we often recommend to our clients. 

 
Similarly, we espouse abandoning the very highest percentiles for high outlier 

thresholds. We find the best choice to be some multiple of the 75th percentile. Again the 
actual choice of multiple would be determined based on the data and ETGs at hand. A 
factor of 3 tends to yield costs high enough to be termed outliers while typically 
excluding no more than 3 or 4% of episodes. We also recommend this choice to our 
clients. 

 
Thomas et al.’s proposal of basing the high outlier threshold on the 90th percentile 

is nearly as good, and may be suitable in some instances. But we suggest that if this were 
to be done, then consideration be made of using some multiple of this percentile’s 
monetary value in a fashion similar to what we recommended for determining the 
multiple going with the 75th percentile. For certain data sets and ETGs, the multiple may 
turn out to be 1, reducing approach to one of the methods originally proposed by Thomas 
et al. 
 

The research we have conducted will hopefully be helpful to those wishing to 
establish outlier thresholds. But our research is clearly not exhaustive. There are issues 
requiring investigation like the best ways to use outliers in efficiency calculations once 
these outliers are chosen, and the proper attribution of responsibility for an episode-of-
care when more than one physician is involved in it. These will be covered in future 
publications. 
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TABLES 

 

Set Plan Type Location No. of Covered 

Lives 

Data Duration 

A Physician 

Organization 

Northeast 600,000 36 Mos. 

B Health and 

Welfare Fund 

Southwest 100,000 36 Mos. 

C BC/BS Midwest 1.2 Million 36 Mos. 

TABLE I. Summary of the characteristics of the three data sets used in our analysis. 



15 

 

 

Description ETG no. Character 

Routine exam 794 Acute disease 

Acute sinusitis 333 Acute disease 

Inflammation of esophagus, 

w/o surgery 

433 Intermediate-severity condition 

Carpal tunnel syndrome, w/o 

surgery 

175 Intermediate-severity condition 

Cerebral vascular accident, 

non-hemorrhagic, w/o 

surgery 

160 Major condition 

Coronary artery disease, 

with AMI, anterior wall, w/o 

complication 

257 Major condition 

TABLE II. Summary of the ETGs used in our analyses. 
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TABLE III. Outliers for data set A based on Tukey’s robust method. Values are rounded to the 

nearest U.S. dollar. 

ETG 25th - 1.5 x (75th – 25th) 75th + 1.5 x (75th – 25th) 

Routine exam -37 563 

Acute sinusitis -217 701 

Inflam Esophagus, wo surg -3811 7234 

Carpal tunnel, wo surg -1919 2924 

CVA, non-hemorragic, wo 

surg 

-9681 17817 

CHD, w AMI, ant wall, wo 

compl 

-107767 184342 
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ETG 25th  - 1.5 x (75th – 25th) 75th + 1.5 x (75th – 25th) 

Routine exam -101 528 

Acute sinusitis -314 854 

Inflam Esophagus, wo surg -2200 4472 

Carpal tunnel, wo surg -2250 4259 

CVA, non-hemorragic, wo surg -10185 18308 

CHD, w AMI, ant wall, wo compl -88649 160900 

TABLE IV. Outliers for data set B based on Tukey’s robust method. Values are rounded to the 

nearest U.S. dollar. 
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ETG 25th  - 1.5 x (75th – 25th) 75th + 1.5 x (75th – 25th) 

Routine exam -147 517 

Acute sinusitis -150 450 

Inflam Esophagus, wo surg -2216 4246 

Carpal tunnel, wo surg -1020 1953 

CVA, non-hemorragic, wo 

surg 

-7134 13199 

CHD, w AMI, ant wall, wo 

compl 

-11647 20441 

TABLE V. Outliers for data set C based on Tukey’s robust method. Values are rounded to the 

nearest U.S. dollar. 
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ETG Data 

Set 

2nd 

 

5th 

 

10th 

 

25th 

 

50th 

 

75th 

 

90th 

 

95th 

 

98th 

 

Routine 

Exam 

A 30 62 110 188 252 338 534 684 1016 

Routine 

Exam 

B 50 80 100 135 193 292 443 607 864 

Routine  

Exam 

C 30 50 65 102 157 268 370 463 666 

Acute  

Sinusitis 

A 20 36 56 127 208 356 668 1020 1684 

Acute 

Sinusitis 

B 17 41 72 124 234 416 736 1113 1845 

Acute 

Sinusitis 

C 29 48 59 75 124 225 413 613 1009 

TABLE VI. Percentile costs for acute illnesses. Values are in U.S. dollars. 
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ETG Data 

Set 

2nd 

 

5th 

 

10th 

 

25th 

 

50th 

 

75th 

 

90th 

 

95th 

 

98th 

 

 Inflam 

esophagus, 

wo surg 

A 29 67 130 331 1256 3092 5682 7690 10964 

Inflam 

esophagus 

wo surg 

B 50 81 135 297 767 1967 5532 8449 14177 

Inflam 

esophagus 

wo surg 

C 38 56 72 208 725 1823 3783 5235 7619 

Carpal 

tunnel, wo 

surg  

A 20 35 68 156 544 1540 2837 3978 6554 

Carpal 

tunnel, wo 

surg 

B 20 52 84 191 632 1818 4346 10384 16126 

Carpal 

tunnel, wo 

surg 

C 14 29 53 95 256 838 1549 2173 3266 

TABLE VI. Percentile costs for intermediate-severity illnesses. Values are in U.S. dollars. 
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ETG Data 

Set 

2nd 

 

5th 

 

10th 

 

25th 

 

50th 

 

75th 

 

90th 

 

95th 

 

98th 

 

CVA, non-

hemorrhagic, 

wo surg 

A 52 110 216 631 2350 7506 20727 38762 67065 

CVA, non-

hemorrhagic, 

wo surg 

B 72 98 173 500 1560 7623 25948 48502 80448 

CVA, non-

hemorrhagic, 

wo surg 

C 53 75 140 491 1517 5574 14416 26265 46885 

CHD w AMI 

ant wall wo 

compl 

A 101 292 632 1774 8952 74801 95032 111371 135156 

CHD w AMI 

ant wall wo 

compl 

B 39 146 814 4932 28683 67913 112002 139239 166681 

CHD w AMI 

ant wall wo 

compl 

C 21 54 85 386 2046 8408 28838 45099 61982 

TABLE VII. Percentile costs for major illnesses. Values are in U.S. dollars. 
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FIGURES 

 

 

FIG. 1. Fractional stability of the split-half analysis for the lower percentiles of data set A. 
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FIG. 2 Fractional stability of the split-half analysis for the lower percentiles of data set B. 
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FIG. 3. Fractional stability of the split-half analysis for the lower percentiles of data set C. 
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FIG. 4. Fractional stability of the split-half analysis for the higher percentiles of data set A. 
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FIG. 5. Fractional stability of the split-half analysis for the higher percentiles of data set B. 

 



27 

 

 

FIG. 6. Fractional stability of the split-half analysis for the higher percentiles of data set C. 

 


